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BBegeHue: 6bICTPO pacTylyme 06beMbl UHGOPMAaLNN 6POCAIOT HOBbIE BbI30Bbl COBPEMEHHbIM TEXHOJIOTMAM aHanN3a JaHHbIX.
OAHOM M3 caMblx PacnpoOCTPaHEHHbIX COMYTCTBYHOLMX ONepaLmii B aHaINTUKeE ABASETCA 06beuHeHne Habopos JaHHbIX. 06besuHe-
Hue — KpasiHe pecypcoeMKas onepayms, KOTopas TAXeJ0 MoAAAeTCs MacluTabupyeMoCTy U MOBbILIEHUIO 3PHEKTUBHOCTU NCIOIb-
30BaHMA PECYPCOB B pacrnpesenieHHbIX 6a3ax AaHHbIX WM CUCTEMAX, 0CHOBaHHbIX Ha napagurme MapReduce. Ljenb: paspa6oTaTb
METOZ, NO3BOJIALMI YCKOPUTb 06bEeAUHEHNE HAGOPOB JaHHbIX B PACMpefesieHHbIX CUCTeMaX. Pe3ynbTaTbl: paccMOTPeHbl apXu-
TekTypa Apache Spark, 0co6eHHOCTH pacrnpeseneHHbIX BblYUCaeHUA Ha ocHoBe MapReduce, npoaHannanpoBaHbl TUMIOBbIE METOAbI
06begnHeHns1 Ha6oPOB JaHHbIX, PACCMOTPEHbI 0CHOBHbIE CMIOCO6bI YCKOPEHUS onepayny 06begUHEHNS JaHHbIX. [IDeAI0KeH METO,
103BONISIOLMI YCKOPUTL YaCTHbIN CAyYar 06beaUHEHNS, pean3oBaHHbIi B Apache Spark ¢ ucnosb3oBaHnem npuemMos napTuLu-
OHUPOBAaHWS U YaCTUYHOM nepefayn Ha6opoB Ha BbIYUCIIUTESIbHBIE Y3JIbl KNAcTepa, TaKUM 06pa3oM, YTo6bl 3afeACTBOBAaTL 0fHO-
BpeMeHHO npenmyujecTsa merge u broadcast 06beguHeHni. lpegcTaBieHHbIe IKCNEPUMEHTASIbHbIE JaHHbIE JEMOHCTPUPYIOT, YTO
MEeTOZ TeM 3HauMTeNIbHee YCKOPAET onepaymnto 06beAUHEHNS JaHHbIX OTHOCUTENIbHO CTAHAAPTHbIX METOZO0B, YeM 60JIblIe 06bEM
BXOAHMbIX AaHHbIX. Tak, 418 2 Thb cXaTbiX JaHHbIX 6b110 [10J1y4eH0 yCKOpeHue 0 ~37 % B CPaBHEHUMU CO CTaHZapTHbIM MEXaHU3MOM
Spark SQL.
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BBenenue

B TeueHme MHOTHX JI€T TOAXOABI K ONITHMHU3AI[HN
3aIIpPOCOB 3aMMCTBOBAJINCH U3 TPANUIMOHHBIX 6a3
JaHHBIX U aJalTHPOBAJHNCEH K Cpelie pacIipesieseH-
HbIX 6a3 gamHbIX. TakuMm o6pas3oM, 3HAHUH, IIONLY-
YeHHbIe TIpU paboTe C IeHTPATU30BAHHBIMYU PeIs-
IIUOHHBIMM CHUCTEMaMH yIpaBjeHUd 06asaMu IaH-
HBIX, OBLJIM HCITOJIb30BAHBI /I ONTHMH3AIMU BbI-
YHUCJIEHUH B pacupefeneHHbIX cuctemax. OgHAKO
pacripesieieHHbIe BBIYUCIEHU 061aa10T YHUKAIb-
HBIMH XapaKTEePUCTHKAMH, KOTOPhIE YACTO CO3AI0T
KaK HOBBIE MPO6JIEeMbI, TAK U HOBBIE BO3MOYKHOCTHU
O THMH3AIAH.

OpHolt U3 BaKHBIX 3a/a4 [IPH aHAIN3E TaHHBIX
ABJsfeTcsa 3amada ux obbenuHeHwusa. B macrosiiee
BpeMsd OHa HMIMPOKO M3ydaercsd, MPeaIaraloTcs HO-
BBIE MeTOABI ee pemrerus [1-3], ocobenHo mist pabo-
ThI ¢ 60JIBITUMHY HAGOpPAMU JaHHBIX B paciipe/eieH-
HOH cpeje, OMHAKO MMEIOIHecs B HACTOAIee Bpe-
Ms METOABI HeJ0CTATOYHO 3((PEKTUBHBI: TPEOYIOT
0OJBIINX EePEMEIIeHUH JaHHBIX MEKAY BhIYUCIIH-
TeJIbHBIMH HOJAMH KJIACTEpPA, WUCIIOAb3YIOT MHOTO
omepaTUBHOM MTaAMATH.

IlepBast mpob6iaema, ¢ KOTOPOM IIPHUXOMUTCS
CTAIKUBATHCS [IPU BBIMOJIHEHUN 3arpoca Ha 00b-
eIMHEHUEe NAHHBIX B paclpe/ielIeHHbIX 0a3ax naH-
HBIX, — 9TO COPTHUPOBKA U IIepeMelleHue JaHHbIX
BHYTPH KJIaCTepa, KOTOPOE YBEINYNBAET HATPY3KY
Ha CeTh, YTO, HECMOTPA HA TeXHUYECKHH IIPOrpece,
oCTaeTcs OJHUM M3 Y3KHX MECT B KJIACTEPHBIX CH-
cremax. Bropas mpob6iema 3aka04aeTcss B TOM, 4TO
HEBO3MOJKHO IIOMECTUTH BECh Ha6op OJAaHHBIX B OIIe-
PaATUBHYIO IaMATh, ¥ JJaHHbIE MHOTOKPATHO IIepe3a-
MHUCHIBAIOTCS HA JKECTKHUE JTUCKU, UTO TAKIKE CHIIBHO
3aMensgeT ux 00paboTky. Tpersbd nmpobiema BbI3Ba-
Ha 0COOEHHOCTAMU JAHHBIX, & UMEHHO TE€M, 4YTO He-
KOTOpbIE 3HAYEHUs B JAHHBIX BCTPEUIAIOTCS TOPA3I0
garire, ueM apyrue. B aTom ciydae mpocras crparte-
rusi OObeIUHEHUs SBISETCS MPUYMHON HEpPaBHO-
MEpPHOTO paj3je/ieHus MaHHBIX HaA MAPTHIMH Ha
BBIYHCIUTEIbHBIX y3jaxX. 3arparbl HA 00paboTKy
TaKUX JAaHHBIX MPUBOAAT B JIy4YIlleM Cilyvdae K 3Ha-
YHUTEIbHOMY yBEIHWYEHUIO 00IEero BpeMeHH pele-
HUd 3a71a49u 00beIUHEHHUS, 4 B XY/AIIEeM — K MOJHOH
HEBO3MOKHOCTH €€ PEIUTb.

B macrosiei paboTe paccMaTpuBAOTCSI 0COOEHHO-
CTH BBIYHUCIEHUH B PacIIpeielIeHHOM cpefe, 00Cy K Ia-
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ercs apxuTekTypa Apache Spark, qma KoTopoii mpes-
JIOJKEHA CTPaTerus YCKOPEeHUA PelleHus 3a1a9u 00b-
eIMHEHWS TaHHbIX. B KauecTBe OCHOBHOTO KPUTEPU
cpaBHenus apxutexkryp Apache Spark u MapReduce
HCITOJIb30BAHO BPEMs PEeIlIeHMUs 3a1a4u 00beIuHEeHNS
nauHbIx. [Ipu 5TOM HaEIKHOCTD BBIYUCIEHUH U y100-
CTBO paspabOTKH CYHUTAIOTCA pPaBHbIMH. [loKasambl
BO3MOKHBIE IIPOOJIEMBI M Y3KHWE€ MECTA THIIOBBIX
cTpareruii 06beJUHEHNA JAHHBIX U 0COOEHHOCTH MX
npumeHenus. [lpencraBieH paspabOTaAHHBIA METOL
peliieHns 3a1a4u 00 beIUHEHUA paclpeeeHHbIX Ha-
OOpOB MAHHBIX IT0 3aJJAHHOMY KPHUTEPHUIO U €r0 JKCIIe-
PUMEHTAIbHBIE UCCIEIOBAHU.

Anamm3s rexnosoruun MapReduce

B macrosiiee BpeMs KpyIHbIe aHAJTUTHYECKHE
mnatdopMbl eKefHEeBHO 00pabarhIiBalOT MECATKU
TepabalT JaHHBIX. JTO IPUBEJO K ITOIBJIEHUIO HO-
BBIX (DAMJIOBBIX CHCTEM M CUCTEM yIIpaBJIeHus 6asa-
Mu gaHHbIX [4]. OqHOM U3 TAKUX ABASeTCS (pauio-
Bag cucrema Google (GFS) [5] unu pacupenenenuas
daiinosas cucrema Hadoop (HDFS). Jlonroe Bpems
CaMbIM OBICTPHIM M HAJEKHBIM PEIIeHHueM IJIs CO3-
JaHWsA IPUIOKEHUH B 9TOM (hailioBo# cucTeme ObLI
Google MapReduce, KOTOpBI# SBIAAETCS OCHOBHBLIM
romnonentoM Hadoop u obecneunBaer o6paboTky
nauabix [6]. Hadoop pa6oraer co cTpyKTypupoBaH-
HBIMH, CJIa00CTPYKTYPUPOBAHHBIMU U HECTPYKTY-
PHUPOBAHHBLIMY JAHHBIMH.

MapReduce — wuHCTpyMeHT pacmpeaeleHHbIX
BBIYMCJIEHUH, CIOCOOHBIA paboraTh HA ThICAYAX
y370B Kiacrepa [7], ABideTcda MOAenabI0 IpOTpaM-
MHPOBAHHUA IJII PaspaboTKH MacIITabupyeMbIX I1a-
PAJLIeIbHBIX IPUIOKEHUN ¢ OOJIBIINMU JaHHBIMU
B BBIYHCJIUTEIbHBIX KaacTepax [8].

Kounenmus MapReduce 3akmouaercs B TOM, 4TO
mpoitecc 00pabOTKY JaHHBIX, XPAHAIIUXCI B OJJHOM
WU HECKOJBKUX (haiiiax, AeJuTcd HA JBa JTAna:
oTobpaxkenue u cokparienue (puc. 1). Pesyabrarom
00paboTKM ABAAIOTCI IApbl  KJIOY-3HAYEHUE.
Kaxapiii sTan mMeer KI0Y-3HAYEHHE B KadecTBe
BX0[a ¥ Bbixona. Kioun v 3HAYEHUS He ABISIOTCS
BHYTPEHHUMH CBOMCTBAMH JAHHBIX, HO OHH BBbI-

OMpAaroTCs MONb30BATEIEM, KOTOPhIH aHATU3UPYET
nauuble. ['emeparus mapsl Kiaod-sHadenne Hadoop
3aBHUCHUT OT Habopa BXOAHBIX TAHHBIX U TPEOyeMoro
BeIxoga. OcHOBHAS 3aja4da mepBoro sramna (map) —
OT(UIBTPOBATH JAHHBIE U MPEIOCTABUTH BO3MOIK-
HOCTH TPYIIIHUPOBATh MJaHHBIE 0 Kiaiody, T. e. (k1,
vl) — List (k2, v2). Bropoit sran (reduce) mcmosns-
3yeT (PyHKIUIO I 00beIWHEHUS 3HAYCHUH, CBI-
3aHHBIX OJHUM KJIIOUOM, U TOJLyYE€HHUs Pe3yIbTara
misa sroro kiaroua, T. e. (k2, List (v2)) — List (k3,
v3). Kmou — 510 mose uau 00BEKT, 0 KOTOPOMY
Oy/ZeT BBIIIONHATHLCA IPYIIUPOBKA U arperanus Ha
arame reduce. 3HAUEHHE — BTO II0JIe HUJIH O0BEKT,
K KOTOpOMY OyZeT IpUMEeHATbCI (PYHKIIUS arperu-
poBaHus.

JlanHble HA BBIXOJE U3 9TAlla map pasneasoTcs
¥ COPTHUPYIOTCS TAKUM 00pasoM, YTOOBI UX MOKHO
OBLIIO pacCIpeeuTh B COOTBETCTBUU C KPUTEPUEM
IPYIMIHUPOBKYN HAa CIEAYIONIEH CTagWu M0 JaTAHO-
JaM, KOTOpble OyIyT y4acTBOBATh B BBIUHCIECHHUU
arperatHo¥ (pyHKIIHY Ha sTare reduce.

Yro kacaeTcs pelleHus 3amadyu 00beIUHEHUS
maHHbIX [9], Texmosorusa MapReduce rapantupyer
BBICOKYI0 HAJ€KHOCTb BBIYMCIEHHH. UpesMepHO
MeJJIEHHOEe pellleHue 3aladyd u3-3a HepaBHOMEp-
HOCTHM KJIOYel B IMaApPTHIIHOHHPOBAHHBIX Habopax
JaHHBIX ¥ MHOTOKPATHOTO TOBTOPEHUS OMEPAaIlhi
YTEHUS U 3AIUCH SBJISETCS HEeJOCTATKOM IaHHOMU
Texuoaoruu [10, 11].

Anamns apxuTeKTypsI Spark

Apache Spark — 5T0 TexHOJIOrHUsS KJIACTEPHBIX
BBIYUCIEHWH, MOAYyYHUBIIAS PA3BUTHE HA OCHOBE
rexunosioruu MapReduce. B otnruarne ot 3amoixeH oM
B momenrb MapReduce kKoHmemnmuu Ha 0CHOBE 9TAIIOB
map u reduce, KOTOpas UCIIOIb3YET JUCKOBOE XPaAHH-
nuire, B Spark nmpuMeHseTcs MogX0 I IT03TAITHON 06-
paboTKHU B OIEPATHBHOM MaMATH. JTO [TO3BOJISET Cy-
[[ECTBEHHO YBEJIUIUTH CKOPOCTh 00paboTku B Spark
mo cpasHenuio ¢ MapReduce [12]. Hcmonb3oBanue
OIEepPaTHBHON IAMSATH B IIPOIECCe BBIYMCICHUN
MIPemoCTaBageT BO3MOKHOCTH MHOTOKPATHOTO [0-
cTyma K JAaHHBIM, YTO HEOOXOMUMO MJisi OBbICTPOM

Input Data

B Puc. 1. Juarpamva MapReduce
B Fig. 1. MapReduce diagram

Output Data
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paboThl AJTOPUTMOB MAIIMHHOTO OOYYEHWs, TJe
IIIUPOKO IIPUMEHAIOTCI UTEPAIIUOHHbBIE AJITOPUTMBL.
KemupoBanue mpoMe:KyTOYHBIX Pe3yIbTATOB B IIa-
MATH YCKOPseT paboTy TAKUX aJrOpPUTMOB.

B ocHoBe apxurexTypsl Apache Spark me:xar nse
OCHOBHBIE a0CTPAKITUH:

1) manpasnenHbri anmukaudecknit rpad (Directed
Acyclic Graphs, DAG);

2) ycToM4uBLIe pacipeeieHHble HA0Ophbl IaH-
veIX (Resilient Distributed Datasets, RDD).

Directed Acyclic Graphs — sT0 mociemoBaTesb-
HOCTHb BBIYHUCJIEHWH, BBIMOJIHAEMBIX C JaHHBIMH,
r7e Kakaas BepliuHa aBiasgeTcd pasmgenom RDD, a
pebpa — sT0 QyHKIHSA peodpasoBaHUS MaHHBIX.
31ecs o pasieaaMu IOHUMAIOTCSA YaCTH TaHHbBIX,
JeKANUX HA pasHbIX JaTaHomax. B orTamdme OT
nmapTunuu, gaHasie B pasgene RDD He o6benums-
I0TCS HEKOTOPBIM OOIIUM KPUTEPHEM.

Resilient Distributed Datasets — sTo uaTepdeiic
IUIsT paboThI ¢ KOJIJIEKITHEH HEeM3MeHSIeMbIX 00bek-
ToB Java unu Scala, KOTOpbIe ABIAIOTCT CCHLIKAMU
Ha pasgenbl Habopa JAaHHBIX, paclpeae/eHHbIe 110
HECKOJIbKHM y3JjiaM KJjacrepa. B mporecce pa6o-
THI Pasfenbl MOTYT ObITh 3arpy:KEeHbI B IMaMATh HA
JaraHomax Kjacrepa, a KOJUICKIIHMHU SBJISIOTCSA I10-
CTOSAHHBIMH JJIS TOTO, YTOOBI MX MOKHO OBIIO BOC-
CTAHOBUTH B ClIyuae IIOTePHU YacTH Habopa JaHHbIX.
Abctrpakmus DAG moMoraeT ycTpaHuTh MHOTO-
aTamHyo Mozenb Bermonaenus Hadoop MapReduce
u obecrieurBaeT NOBBIIIEHNE IIPOU3BOIUTEILHOCTH
mo cpasueunio ¢ Hadoop. Becwh mporece pa6oTsr
¢ TaHHBIMH B Spark sakjgodyaeTcsd B MPUMEHEHUU
K JaHHBIM JIBYX THIIOB OIEPAIlHi: TpeobpasoBauus
¥ TeHCTBUA.

Apache Spark wmcmonbsyeT apXuUTEKTypy IIaB-
HBIU/TIOMYMHEHHBIN C AByMsA OCHOBHBIMH IIPOTPaM-
mamu-gemonamu (Master Daemon, Slave Daemon)
u menemxepom kiacrepa (Cluster Manager). B kia-
crepe Spark Bcerma ecTh ONWH TIaBHBIH (IpaiiBep)
u 11060e KOJTHUYEeCTBO IMOMUYHUHEHHBIX (HMCIIOJIHHUTE-
amen) (puc. 2). [IpaiiBep ¥ UCHOJTHHUTEIHN 3aIyCKAIOT
CBOH OT/IeJIbHBIE IIPOIECCHI Java, U MM0JIb30BaTeIU

Worker Node

Executor| Cache

A

Driver Program

Cluster
Manager

A
A

SparkContext

Worker Node v

Executor| Cache

B Puc. 2. Apxuterrypa Apache Spark [13]
B Fig. 2. Apache Spark architecture [13]

MOTYT 3aIlyCKaTh UX B OXHOM Kiacrepe Spark wiam
Ha Pa3HBIX MALIWHAX.

IIporpamma-npaiiBep, ucmoaHsIEMAs HA TIIABHOM
ysue knacrepa Spark, mranupyer 3aganue u K0op-
IUHUPYET ero ¢ JucrerdepoMm Kiacrtepa. Jpaiisep
npeob6pasyer RDD B DAG, pas6uBaer 3agauy Ha He-
CKOJIBKO TAIIOB U COXPAaHIeT MeTaJaHHble 060 Bcex
RDD u ux pasgenax.

Hcnonuurenb orBeyaer 3a BHINOJHEHHE 3a1a4
u obpabarbiBaerT mAaHHBIE. VICIIOJIHUTEIb B3aUMO-
IEeHCTBYeT C CHCTeMaMH XPaHEHUd: YUTAeT U 3allu-
CbIBaeT JaHHbIe BO BHEITHHE UCTOYHUKH, COXPaHsI-
€T pe3ynbTaThbl BBIUHCJICHUH B IIaMATH, Kellle UJIN
Ha JKeCTKUX JTUCKAX.

IIpu 3amycke npuno:xenus Spark apaiisep mpe-
o0pasyeTr MOJb30BATENIBCKUH KOX B JIOTHYECKU
DAG. Ha srom srame gpaifiBep IBITAETCA OITH-
musupoBarh DAG, Ha oCHOBE KOTOPOrO0 CTPOHUT-
cA (puU3HUYECKUH IIJIaH BBHINOJIHEHHUA IIPOTPAMMBL.
IIporpamma pasbuBaeTca Ha HeOOJBIINE 3aAa4u
¥ OTIpaBJAETCH Ha BHIONHEeHHe B Kiacrep. [locie
9TOTO JApaiBepy HEeOOXOTUMO COTJIACOBATH HCIIONb-
30BaHUE PECYPCOB C MEHEIKepOM Kjacrepa, KOTOo-
PBIN 3aIyCKaeT IMPOIECChl MCIIONHUTENS HA y3JIax
KJacTepa.

PacnpocrpaneHHbIE METOIBI BHIIIOJTHEHHAS
onepamuu o6bennHennsa B Apache Spark

OO0bIuHO HA omepanuu 00beIUHEeHUI Tpebyercs
MHOT'O PECypCOB KjiacTepa KaK CEeTeBBIX, IIOCKOIbKY
OHH BBI3BIBAIOT IlepepaclpefielleHre NAHHBIX BHY-
TPH KJIACTEPa, TAK ¥ BBIYUCAUTEIbHBIX, YTOOBI IIPO-
BECTHU COPTHUPOBKY 3aIIUCEH U UX JIOKAIbHOE 00beIu-
HEeHue, T. €. BBIIIOJTHUTH B IIaMATH MHOTO onepaunﬁ
cpaBuenud [14]. Eciu RDD He umeror cxembl map-
TUIIAOHHUPOBAHUSI UKW OHHU PA3JIHUYHBI AJISI KaKIO0-
ro Habopa JaHHBIX, UX HEOOX0aUMO OyaeT co3aTh,
YTO IIpuBeJeT K IepeMelleHNuI0 JaHHbIX TaKUM 06'
pasom, uTo6nl 06a RDD uMenu oguHAKOBBIE CXEMBI
¥ JaHHBIE C ONUHAKOBBIMHU KJIIOYAMHU HAXOIHJIUCH
B OJJHUX U TeX Ke MapTUrugax (puc. 3).

Kakx u B ciyyae c GOJBIIMHCTBOM OIEpAIlHH,
KJI0Y-3HAYEHUE, BPeMs, 3aTPpaueHHOe Ha BBIMOJIHE-
HUe OIepaluy, HArpy3Ka Ha CeTh MEKAYy HOIaMU
KJacTepa M KOJHWYECTBO PECYpPCOB IMAMSTH YBEIH-
YUBAKTCA C KOJIUYECTBOM KIIOYEH U PACCTOSHHEM
repegayy AAHHBIX, T. €. (PU3UYECKOM MPOTAKEHHO-
CTBIO Mapuipyra, B TOM 9YHCJ/I€ KOJTUYECTBOM MapIii-
PYTHU3UPYIOIIEr0 W PereHepupyomero o00pyaoBa-
HHUs Ha y4dJaCTKe CeTH, KOTOprfI 3allUCHU OOJIKHBI
IPEOo0JIeTh BHYTPHU KIacTepa, 4To0bI 100paThea 10
HYJKHOHU HApTHUIIHH.

Apache Spark ucronbsyer B CBOMX BBIYKCIIEHH-
X IBe cTpareruu [14]: ysen-ysesl u oguH y3eJl.

Crparerus o0bequHEHHS y3ey-y3es IIpenroa-
raer, 4TO JaHHBbIE BO BpeMs OIepaluu o0beauHe-
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B Puc. 3. Cxema uieaqbHOr0 MAPTUIHOHUPOBAHUS, IIPH
KOTOPOM JaHHBIE PABHOMEPHO PA3IeeHbl HA IMAPTHUIIHH
u kaskgad naprunua (P) nenukom HaxoauTea Ha 0JHOM HC-
nonuauresne (Executor)

B Fig. 3. The scheme of ideal partitioning, in which the
data is evenly divided into partitions and each partition
(P) is entirely located on one executor

HUA OyAYT IepeMeInaThCcsa MeKIy y3IaMu KiacTepa
Tak, 94TO0BI BCe KJIIOYN OKA3aJIMCh HA OJHOM y3Je,
B TO BpeMs KaK CTpaTerus OJHOTO y3Ja BBIIIOIHS-
eT IIUPOKOBEIaTeIbHBIA TUII 00beIUHEeHHU, KOT/ia
JaHHbIE OJJHOTO HAbOpa JAHHBIX OTIPABIAIOTCAI HA
KaKIbIH y3el, T. e. HHpopManusa AyO6aupyercsa Ha
KaKJIOU JaTaHojie B KjIacTepe, KOTOPBIN yiKe MOKET
CPaBHUBATh KJIOYHU JIOKATBHO. ITH MOAXOABI OYIyT
paccMoTpeHsI 60Jiee oPOOHO HUKE.

Cmoco0bI yCKOPEHHUA OIEePAITHH
oobequaeHusa B Apache Spark

B mepByo ouepenb HEOOXOTUMO yOEIUTHC, YTO
BCe OCHOBHbBIE PEKOMEH IAIUH 10 BBHITIOJTHEHUIO OITe-
pamuu o0beUHEeHUS yiKe BbIOJHEeHbI. [lepen 06b-
eIMHEeHUEM CJIeyeT IMOATOTOBUTE JaHHbBIE:

OBEPABOTKA UHO®OPMALIMU U YMPABIIEHUE \

— ecam 0o6a RDD uMeroT ofMHAKOBBIE KJIIOYH
MapTUIIHOHUPOBAHHUS, TO JJIA TOTO, YTOOBI YCKOPUTD
OllepalNIo, JKeJAaTeJbHO CHAYAJA BBINOJIHUTH OT-
JIeIbHYI0 omepanuio arperupoBanusa (combByKey,
cogroup);

— ecau oguH RDD mMeer Hexoe Jerko maeHTH-
dunupyemMoe MOAMHOKECTBO KJIIOYEl, KOTOPhIE BbI
B KOHEYHOM UTOTe He OymeTe UCII0Ib30BaTh, TO Iyd-
e uX OTPUIBTPOBATH IIepen 06 beTHHEHNEM;

— IIpeaBapUTEIbHO PEIapTHIMOHHUPOBATh MaH-
HBIE, eCJIU 3TO BO3MOKHO.

Beipensaiorcs Tpu OCHOBHBIE CTPATETHH 00beIH-
venusa: Sort-Merge, Broadcast u Shuffle Hash.

Oo6wvenunenue Sort-Merge (puc. 4) cocTout us
IBYX STAIIOB U SIBJISIETCS MPEAIOYTUTEIbHBIM, 10~
CKOJIBKY MOMKET 3aIlHChIBATh MaHHBIE HA IHCKH,
He HCIIOJb3ys XpaHEHHEe B OIePATUBHOH IMMamsi-
tu. Ha mepBoM srame coprupyoTcsa HabGOpbI AaH-
HBIX, YTO CaMO I0 cebe 3aHUMAeT MHOTO BPEMEHH.
YcrkopeHMe TaHHOTO dTalla UCCIe0BaIoch B pabo-
rax [15-17]. Ha BTOpOM 3Tame oTCOPTHPOBAHHEIE
MaHHBIE OOBEIWHSIOTCI B MAPTHIIUM W II03Je-
MEHTHO CpaBHUBAIOTCI mo Kamuy. B Spark Bwimre
Bepcuu 2.3 Sort-Merge ucmnonb3yercs B KauecTBe
anropuTMa mo ymondanui. OmHAKO ero HCIOIb-
30BaHWE 110 YMOJYAHHUIO MOKHO OTKJIIUYHUTD C II0-
MOIIbI0 TapameTpa KoHpurypamuu spark.sql.join.
preferSortMergedJoin.

O6nwequuenue Broadcast (puc. 5) obecmeunBaer
MaKCUMAJIbHYI0 TPOU3BOIUTEIbHOCTh CPEIH CTaH-
MapTHBIX METOIOB W pelnaer mpobieMbl HEpaBHO-
MEpPHOTO CEerMEHTHPOBAHUSA M OTPAHHUYEHHOTO Iia-
pannenusMa, OJHAKO OH AKTyaJeH TOJAbKO JAJIA He-
60IbIIMX HAOOPOB MaHHBIX. YTOOBI IPUMEHUTH 3TOT
TIO/IXO0/T, pasMep TaOIUIIbI OKEH ObITh MEHbIIIe 3Ha-
YeHHUs, HACTPOEHHOT0 C IIOMOIIbI0 KOH(PUTYypaAIUH
rourerkcra spark.sql.autoBroadcastJoinThreshold
(mo ymomuauuio 10 MB).

Shuffle

Sort

Y

O

pl

Y

Table A

Y

p2

Y

p3

+ 4 & 4

Shuffle
Sort
p0 |« po
po
pl |« pl
pl Table B
p2 |« p2
p2
p3 |€ p3

~ @@

B Puc. 4. O6bequnenne Sort-Merge
B Fig. 4. Sort-Merge join diagram
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Result Table
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7

Table B

/

, /Table B Join

Result Table

4 z

’ , ’ /Table B

7

’ -,

Rt /Table B

0
— p
pl
Table A —<
p2
\ p3 //
Table B «22=777

B Puc. 5. O6bequuenne Broadeast
B Fig. 5. Broadcast join diagram

Oo6benunenne Shuffle Hash (pruc. 6) paboraer na
ocuose kommnennuu MapReduce. Ha sTame map na
OCHOBE JAHHBIX BBIYUCJISIOTCA KJIFOUH, IT0 KOTOPBIM
OyZeT BBINOJHATHCA O0beIWHEHWEe. JTH 3HAYEHU
HCIIOJIB3YI0TCH KAaK KJIYHU TapTHUIIUH, a JaHHbIe IIe-
peMelanTcs BHYTPH KiIacTepa TakK, YTOOBI 3aIlHhCH,
OTHOCSIIIINECS K OMHOMY K04y 00beluHeHus, ObIIn
PAaCHOIOKEeHbI Ha OHOM maTaHoe. Spark Beibupaer
Shuffle Hash o0benruenue, Korga HEBO3MOKHO IIPH-
MeHuTh Sort-Merge, uTo ipoBepseTcs QyHKITHEH:

def canBuildLocalHashMap (plan: LogicalPlan): Boolean = {
plan.statistics.sizelnBytes < conf.autoBroadcastJoinThreshold
* conf.numShufflePartitions

}

Cosnanue xemr-tabiaui; — CIOKHAS OIMEPAIHs,
¥ ee MOKHO BBIIIOJHUTD, TOJIbKO €CIU CPeJHUH pas-

Mep OIHOM MapTHUIIUU JOCTATOYHO MaJl, HACTOJIBKO,
4TOOBI IOMECTUTHCA B OIEPATHUBHYIO IIaMATh BbI-
YHCINUTEIbHOU MAalIWHBI, HA KOTOPON IIPOU3BOIAUT-
cd pacder.

Ha npakruke B 00BIYHOM pe:XKUMeE KCIIOIL30Ba-
HUA KJIacTepa IPOU3BOAUTEIbHOCTD TAKKE 3aBUCUT
oT Kouduryparuu Spark, mocropoHHe#d HArpysKu
Ha KJIacTep B MOMEHT pacyeTa U CHHEPIUU MEeKIY
KoHQUrypaiuei u KoJoM.

MeTton yCKOpeHHIA OIepannu 00 beTHHEHHA

IIpenmaraemsrii B pabore meTos coueraer B cebe
MIPEeNMYIIECTBA BBINIEIEPEUNCICHHBIX IIOAXO0/I0B.
B o xe Bpemsa ou He TpebyeT, 4T0OBI HAGOPHI AAH-
HBIX IIOJTHOCTHIO moMmermanuch B O3Y u mposogu-

Without sort

Without sort

pO
_ & [ .
pl p0
[
Table A — p2 pl >— Table B
e
p3 p2
— ':D:' p3 _
4
P Join i
‘ Result Table ’
B Puc. 6. Oobenunenue Shuffle Hash
B Fig. 6. Shuffle Hash diagram
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Jach UX COPTHUPOBKA, YTO 00ECIEYHUBAET IIPOCTOTY
u 60Jiee BBICOKY0 CKOPOCTh BBITIOJHEHHSA OePaIluN
obbenuHenusa. JlomycTum, y Hac eCcTh aBA HECOp-
THPOBAHHBIX Habopa mamabpix — RDD1 u RDD2.
Heobxomumo mo3aboTuThbess 0 TOM, 4TOOBI HAGOP
RDD1 xpamuicsa Ha AHUCKe TaKUM 00pasoM, 4TOOBI
JaHHbIE KaXI0W MAPTUIIMHN 3alHUCHIBAJIKNCH B OT-
MeNbHBIH (aia. OTO MOXKHO CIeIaTh, OITUCAB CBOM
cobcTBeHHBIHM EKiacc customPartitioner, xoropsii
3a/laeT HEKOTOPYI JIOTHUKY MNapTHIMOHWPOBAHMU,
HaIpUMep, BBIYUCIAA XeIl-(PYHKITHIO TI0 KPUTEPHIO
o6benunennss. OMHAKO IPU CAUIITKOM GOJIBIIIOM KO-
JInYecTBe MAPTHUIMHN NJIAHUPOBAHUE 3a/1a4 3aliMeT
0oJbIlle BpeMeHH, 4eM (PaKTHIEeCKUH pacyer, a mpu
CIHIIKOM MaJIEHbKOM OyIeT HH3Kas Iapajlielb-
HOCTH pacuyera. BajkHO paBHOMEPHO pacIpeienuThb
Ha00Op DAHHBIX II0 MAPTUMUAM H IPEIOTBPATHUTH
HepaBHOMEPHOE HUX pasfelieHue, Koraa O00JbIIoN
00beM JaHHBIX KOHIIEHTPUPYETCSd Ha OJHOH WU He-
CKOJBKUX MalnHax B Kaacrepe [18]. JomycTumsrit
I paboThl MeToma IPOIEHT HEepPaBHOMEPHOCTH
JAHHBIX OTPAHWUYWBAETCS (PU3WYECKUMHU pecypca-
Mu KjaacTtepa. JJaHHBIX B M1I060H MApTHUIIUKA BCETAA
JOJIKHO 6I:;ITI) MEHBbIIIe, YeM HMeeTCd OHepaTHBHOfI
maMATH HA y37ax Kaactepa. HepaBHoMepHOe moma-
JlaHVe 3allCel B OJHY IapTUIIUIO MOXKET IIPUBECTH
k ommbram OOM (Out of Memory) mHa ucmosHu-
renax. Takixe eciu MaHHBIE CHJIbHO HepaBHOMED-
HBI II0 K104y [19], TO OAMH HCIONTHUTENH MOKET
paboraTh [oONbIllEe, YeM OCTajbHbBIE, U 3aJepP:KaTb
obIiee BBIMIOMHEHWE 3amadyu. TakuMm obpasom, He-
PaBHOMEPHOCTH PACHpEeNeTeHNUI JaHHBIX TPUBOTUT
K IIPOIIOPIIMOHATIBHOMY yBEIHNYEeHHUI0O BpeMeHHU pac-
dera. B ganmnoMm ciaydae mpobieMa HepaBHOMEPHO-
CTH peliajach IMyTeM IIPOTHO3UPOBAHUA U pacipe-
IejeHus: TPobIeMHbBIX KJI0Yeld Ha OCHOBe HHQOP-
Malli¥, IPeBAPUTEIbHO TOTyYEeHHOH U3 MaHHBIX,
¥ HAJIOKEHUS Ha HUX JOMOJHUTEIHHON (PYHKIIUU
naprunuoHupoBanua. [IpuynHa HepaBHOMEPHO-
CTH JaHHBIX BCerga o6ycioBIeHA CeMaHTHKOM, HC-
TOYHHKOM JaHHBIX H KPUTEpPHUEeM O6'beI[I/IHeHI/IH.
IlosToMy B mpoltecce peleHus 3amadu 00bemHHe-
HHUSA CTOWUT HCCJIEA0BATh, HACKOJIBKO PaBHOMEPHO
JaHHbIE TPYNNUPYIOTCA [0 KPUTEPUIO OYAYIIEro
obbenunenus. [Ipumep Toro, kak B Spark MoxHO
3amucaTh NAPTUIIUN B OMUH (Daii:

RDD.map({ line => someFunc
}.partitionBy(customPartitioner).saveAsTextFile(filePath)

YUr06BI UCIIOHUTEIN CAMOCTOATEIHHO CKAYMBa-
au daitn us HDFS, Heobxogumo mepenats KoHPU-
rypanuio Hadoop Ha Ka:xABIH y3es, y4acTBYIOMIHT
B pacueTax:

val confBroadcast = sc.broadcast(new SerializableWritable(sc.
hadoopConfiguration))
def readFromHDFS(configuration: Configuration, path: String):
String = {

val fs: FileSystem = FileSystem.get(configuration)

val inputStream = fs.open(new Path(path));
val writer = new StringWriter();
IOUtils.copy(inputStream, writer, “UTF-8");
writer.toString

KnaoueBbIM IIpenMyIiecTBOM 3TOTO MOAXOMAA AB-
nserca orcyrcrsue srana shuffle, sagaua koropo-
ro — HPOMEKYTOUHOE IepeMelleHre JaHHbIX BHY-
TPHU KJIacTepa C IeJbi0 CKOHIEHTPUPOBATH JaHHbIe
Ha OCHOBE KJI0Ya HAPTUINK HA OJHOM y3Ie, T. €.
dusuyeckoe mepemMenieHre JTaHHBIX MEKAY HOTAMU
KJjacTepa BO BpeMs pasjefieHus JAaHHBIX Ha map-
tunuu. Onepanus saveAsTextFile mpu RDDI1
npousBopurca 6e3 srama shuffle, a maprumnuonu-
poBarme RDD2 cymecTByeT TOIBKO Ha JIOTHIECKOM
YPOBHE IIPOTPaMMBbL.

Takum o6pasom:

— RDDI1 genurca Ha mapTUIMU IIyTeM 3aIIHCH
MaHHBIX KAKIO0H MAPTUIIUH B OTAENbHBINA (ai;

— RDD2 uurak He mepemeriaercs BHYTPH KJa-
crepa, Tak Kak 06bekThl aToro RDD cepinarores Ha
MapTHUIUH JOKAJIBHO Ha Kaxnoi naranone. CTpokw,
MpUHAAJIEKAINEe OJHOH HapTUIMH JaHHOTO JaTa-
cera, He KOHI[EHTPHUPYIOTCA HA OLHOM y3Ie, a 0CTa-
I0TCA pacIpeie IeHHBIMH 10 PA3HBIM y37IaM.

IlockonbKy M3BECTHO, B KaKoM (paiijie HaXOmAT-
cd CTPOKH ompenenenuo mapruituu RDD1, To Mbl
MOKEM MPOYUTATH STOT (PAUT HATPAMYI HA TOM
y37e, T/le HAaXOMUTCSI COOTBETCTBYIOIIAs AP TUITU
RDD2. IlpeumyiiectBo MeToma B CKOPOCTH IIOJIY-
YaeTcs 3a CUeT TOTO, YTO, B OTIIMYHE OT CTAHIAPT-
HBIX CTpaTernii 0O6beJUHEHNS, B HAIIIEM CJIydae Hc-
KJ0YAeTCs MPOMEKYTOYHBIH STAIl TepeMelleHns
JaHHBIX MEKIY Y3JIaMHU, a MeKIy HOTaMH KjIacrepa
repeMeIaeTcs TOIbKO YacTh JaHHbBIX HA 00benHe-
uue — RDDI1, B To Bpems kak RDD2 ¢usuuecku ue
mepeMeIaeTcs.

Jl1st paboThI c AP TUITUAMHU UCITOIB3YIOTCA Py HEK-
nuu mapPartitions() mau mapPartitionsWithIndex(),
KOTOpBIe IPeobpasyoT KaKAYI0 MapTHUIIUIO UCXO.-
HOTO Habopa JAHHBIX B HECKOJBKO 3JIEMEHTOB pe-
gyabrara (B HEKOTOPBIX CIIy4asx HU B ofguH). Onuum
W3 BaKHBIX BAPUAHTOB UCIIOJb30BAHUS STUX (PYHK-
U MOKeT OBITh HEKOTOPAs TAKeIad NHUITHATIN3a-
[HA, KOTOPas AelaeTcsi OOUH pa3 [Jd HeCKOJIbKUX
9JIEMEHTOB U IIOBTOPHO HCIOJAb3YEeTCs IJIA KaKI0r0
[IOTOKA/IapTULUU, B OTIHYKEe OT PyHKIHH map(),
[PUMEHIEMOH K KajKIoMy 3JeMeHTy B Habope JaH-
HBIX.

3arem B mportecce o6paborku RDD2 mosxHO mpo-
W3BECTH IlepepasbueHre IO TOMY JKe aJTOPUTMY,
uyro u B RDD1 (c momomipro customPartitioner), a
sareMm BHyTpu pyurruu mapPartitionsWithIndex()
obpaTuThCcd 10 WHIOEKCY K KOHKPEeTHOMY airy
IepBOro HAbopa ¥ 3arpysuTh €ro B MaMATh HAIPS-
MYIO C MCIOJH30BAHUEM CTPYKTYPhI JaHHBIX «CJIO-
Bapb». CloBapu peanns3oBaHbI B BU/E XEII-TAGIHII,
T7ie OTlepaIiy IOUCKA BBITIOIHAITCSA 38 IOCTOAHHOE
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BpeMdA, TaK KakK 3JeMEeHT 3ampallliBaeTci Halpsd-
MyI0, 6€3 IIpOBeJieHUs CPABHEHUH, T. €. CIOKHOCTH
anropurMma noucka coorsercrayer O(1):

val data = RDD2.partitionBy(customPartitioner) val res = data.
mapPartitionsWithIndex((index, partition) = {

val conf = confBroadcast.value.value

val partitionRDD1 = readFromHDFS(conf, path + index)
val partitionData = partitionRDD1.map {

case Array(k, v) => k -> v.toLong;

case _=>""->"

}.toMap

val newPartition = partition.map(

record => {(record , partitionData(record._1))})

new Partition

b

Ba:xHo moMHHTB, 4TO Ipoleaypa mepepasiOue-
HUS BBINOJHATCA BHe KoHTekcra Spark. Spark me
CMOJKET OTCJIEKUBATD U IIPEJOCTABISITH CTATUCTUKY
3arpysKH JAHHBIX, II09TOMY PaspabOTYUK TOJIKEH
CaMOCTOSIT@IbHO KOHTPOJIHUPOBATH HCIIOJIb30BAHUE
OIepaTUBHOHN IMAMATH U MaMITH cOOPIUKA Mycopa
Ha MCIIOJIHUTENIX. Bes xopolrero moHUMaHus 00b-
eMa JAaHHBIX U JOCTYIIHBIX BBIYHMCIUTEIbHBIX pe-
CYPCOB 3TOT IOIXO0J OyIeT HEBO3MOKHO IIPUMEHHUTD.

OcHOBHAsA 0COOEHHOCTBH HTOrO IIOAXONA 3aKJIIO-
yaercsd B TOM, YTO KaKABIH HCIIOJIHUTEIb CMOMKET
CaMOCTOSATENBHO 3arpy:xarh nanubie B O3Y mara-
HOABI, Ha KOTOPOH OH HAXOAHUTCH, € JI000H APyrou
MAaIlUHBI B KJacrepe, 63 yyacTus MalluHbI-Ipai-
BEpa, YTO ABJISETCSI CBOEr0 POAa «y3KHM MECTOM».
C npyroit cTopoHbl, 6ymeT 3arpyskeH 670K JaHHBIX,
KOTOPBIHN JeHCTBUTEIbHO HYKEH B JAHHBIH MOMEHT
KOHKPETHOMY HCIIOJHUTEJIIO [JIS TeX MapTUIIKH, HA
KOTOPBIX OH BBITIOJIHSIET BHIUMCIIEHHS, YTO I03BOJIS-
eT CBOEBPEMEHHO 3arpy:Karh B MaMITh YacTh HA6O-
pa IaHHBIX, a He I[eJUKOM Bech Habop. B HexoTopom
CMBIC/IE 9TO UMHUTAIUS TOBEAEHUS «00beIruHEeHUe
CIUSHHEM», HO B HAIlleM cly4Yae HeT Heo0XOIuMO-
CTH COPTHPOBATH CTPOKH, YTO TAKKE JaeT cepbes-
HBIH BBIUTPBIII B CKOPOCTH BBIMIOJTHEHUS.

AropuT™ mpemjiaraeMoro MeToxa
H pe3y/abTaThbl SKCIIEPHUMEHTOB

AIropuTMHUYECKY IPEAJIOKEeHHBIA METO/] PeaIu-
3yeTca B aBa stamna. Ha mepsom arame (puc. 7) pe-
OpraHusyeTcsi XpaHeHUe I[IePBOr0 Habopa AaHHBIX
(RDD1) napannenbHbIM YTEHHEM CTPOK U3 OJHUX
¢aiinoB u 3anuckio B apyrue. CHHXPOHU3AIIUA [10-
cryma K ¢aimam obecreuynBaercs (PanIoBOM CH-
cremoit HDFS. OpurunanbHble gaHHbIe HEe H3Me-
HAKTCH, TOJIBKO copTupyiorcd. Ilomamanue ompe-
JleJIeHHOW 3amucu B (paily BbIOMpaeTcs HA OCHOBE
Kpurepus oO0benuHeHus. J[amHas omeparus BbI-
nosHsAeTcd 6e3 IPOMEKYTOUHOrO ITana ImepeMelre-
HUA JaHHBIX MEXKAY cTaguAMu map u reduce.

Ha BTopom srame (puc. 8) BhIIOJIHAETCA pemnap-
TUIIHOHUPOBAHNWE HA JOTHMYECKOM YPOBHE TaKiKe

Yreune RDD1

v

Briuncnenune xiaoua
MapPTUIMOHUPOBAHUS

torlmon,
n — KOJIUYECTBO
CTPOK

Boruucnenue
uHIeKca daiia

v

3anwuch B dhana

I

B Puc. 7. ATropuT™ II€pBOTO TAna
B Fig. 7. Algorithm of the first stage

Ha OCHOBE 3aJJaHHOTO KPUTepHus obbenuHeHus 6es3
(husrUecKoro nepeMenieHus AaHHBIX II0 KIACTEPY.
Hamee mis kakI0¥ TAPTUITHN JAHHBIX TapasiIelb-
HO BBITIOJIHSAIOTCS YTEHHE U 3arpy3Ka B MaMATh (pau-
s0B epBoro nabopa RDD1, rxe yixe jJoxambHO Ipo-
M3BOMMTCH OIlepalus CPAaBHEHUS KJIYEH CTPOK,
rocJjieyolee COeUHEHNEe U 3aIIUCh Pe3yJabTara.

Paspaborka Bo dpeiimBopre Spark mocrymua Ha
sa3bikax Python u R, umeromux 60bI1y0 mMomyasap-
HOCTHh cpeau aHanuTukoB. Ha a3pikax Java u Scala
HamucaHo aapo QpeiimBopka Spark, mostomy oHu
SABJIAIOTCS «POAHBIMU» IJI HEro. B oTimuwme ot apy-
rux, fA3bIK IporpammupoBanus Scala mms Spark
[IPeIoCTaBJAEeT NOCTYI K HOBEHUINWM M Hawuboiee
BaKHBIM (yHEKnuaM. [losTomy ansa peanusanuu
IIPeIJIOKEeHHOT0 aJITOPUTMA BhIOpaH a3bIK Scala.

IJKCIIEPHMEHTAIbHBIE WCCIeI0OBAHUA paspabo-
TAHHOTO METOJA ¥ ero AJITOPUTMHYECKON peasinsa-
I [IPOBOJUIINCH C IIEJIBI0 OIPEIEeIUTD BPEMS pellle-
HUA 3a7a4u 00beHHEHUS HEeCTPYKTYPHUPOBAHHBIX
TeKCTOBBIX maHHbIX 00beMoM ot 100 I'B no 7 TH.

B skcnepumenTe ObLIH 3a1eHCTBOBAHBI TEKCTO-
BBIE TAHHBIE, C3KAThIe ¢ moMoIbio anroputma GZIP,
128 mporpaMM-HUCHOJTHUTEJIEH C IIeCThI0 AapaMu
u 16 I'B mamaru u nporpamma gpaiisepa ¢ 8 I'B
maMmsaTu. FcxomHble JaHHBIE IEIWINCH PABHOMEP-
HO II0 KJIouy maprunuonuposanusg Ha 3500 map-
turnuii. Bpema o0benuHEeHUS HAHHBIX U3MEPAIOCH
craggapTHOoi mnporpammoii spark.time(). Kammoe
M3MepeHre IPOBOIUIOCH MATh Pa3, a BpeMs BBITIOJ-
HEHUS yCPEeTHIAIOCE.

8 7/ WHPOPMALIMOHHO-YMPABJIAIOLLUE CUCTEMbI
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Yreuune RDD2
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v

Yrenwue daitna

¥
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u3 aiina
B HashMap

torlmon,
n — KOJIMYECTBO
CTPOK

Kunrou maprunun
ects B HashMap

Coenunenue
CTPOK

3amuch B hain

B Puc. 8. Anropur™ BTOPOro ramna
B Fig. 8. Algorithm of the second stage
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Pesynbrars! uccieoBaHus IPEIJIOKEHHOIO B pa-
6oTe MeToma OOBEIUHEHWS B CPaBHEHHUHM CO CTAH-
naptabIM Sort-Merge 06beIuHEHIEM, UCTIOIb3YEMbIM
B Spark SQL [20], mpexacrasienst HaA puc. 9.

Ilo pesymbpraraM IIPOBEIEHHBIX WCCAEIOBAHUMN
MOKHO CHe/aTh BBIBOJ, YTO MPEIJIOMKEHHBIH METO
¥ er0 aJITOPUTMHUYECKAS PeATU3AIH IT03BOJISIOT pe-
IaTh 3a7a4y 00beIUHEHUA HECTPYKTYPHUPOBAHHBIX
TEKCTOBBIX HaHHbIX 00bemoM 2 TH Ha 37 % ObicTpee,
a nia qauaeix o6bemom 7 Th mpumepno Ha 47 %.

3akaroueHue

PaspaboTrka OBICTPHIX W HAIEKHBIX METOIOB
00paboTKu OOJBIINUX MAHHBIX B PacCIIpeaeeHHbIX
cucTeMax ABJIAETCA aKTyajlbHOU 3a7adyel, a mMelo-
muecs MeToabl HepocTaTrouHo sdppexTuBubl. Cpeau
HHUX TexHojorusa Spark sBisercsa Hanboee sapdex-
TUBHOU C TOYKU 3pE€HUA CKOPOCTH BHIYUCIEHUH.

OnHuM U3 Y3KUX MECT B KJIACTEPHBIX CUCTEMAX SB-
JITIOTCS 3[]a9W COPTUPOBKY U TIEPEMEITIEHUS JaHHbBIX
BHYTPH KJIACTEPAa, yBeIMYHUBAIOIIHE HATPY3KY Ha CEeTh.

Hdpyro#i BaxkHOM B3amadell NIpu aHaIU3e IaH-
HBIX SABJIIETCSA UX 00beIUHEHUE, METOIbI KOTOPOTO,
BEKJIIOYAA TeXHoJoruio Spark, HAa ceroqHAMIHUHE MO-
MEHT I10 KPUTEPHI0 BpEMEHH BBITIOTHEHHU HE0CTa-
TOYHO 3(P(PEKTHUBHBL.

IIpennaraeMsblii METOS U €r0 AJITOPUTMHYECKAS
paspaboTka B cpaBHEHUH ¢ TexHojioruei Spark ag-
exTuBHEE TpM perieHWM 3aMaYN O00BETHHEHUS
maaabix HA 37-47 %.

JanpHeiinee pasBUTHE IIPEAJIOKEHHOTO METO-
Ja TpeamojiaraeT ero MOAU(PUKAIINIO A9 00benu-
HEHHUI PasHbIX THUIIOB JAHHBIX, IOCTPOEHHE OITH-
MalbHBIX AaJTOPUTMOB pacIpeieseHus Ha60poB
NAHHBIX II0 MAPTHUIIMAM C IeJbI0 MUHHMU3UPOBATD
UX HepaBHOMEPHOE pasiejieHue.

T,c

900

800
700

745
701

600
500

503

400

407

301

300
200 165

200 222 189

208

137
100

112

1 2

3

[ ] rlpezmaraeMLIﬁ aJITOPUTM

4 5 6 7 V,TB

[ J CTaHI[apTHBIﬁ aJITOPUTM

B Puc. 9. Bpemsa BbINOIHEHUA pacyeTa IPeIIoKeHHbIM U CTAHIAPTHBIM METOIaMH’
B Fig. 9. Time to complete the calculation by the proposed and standard methods
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Introduction: Rapidly growing volumes of information pose new challenges to modern data analysis technologies. One of the most
common related operations in analytics is the joins of datasets. A join is a highly resource-intensive operation which is difficult to scale and
improve in terms of resource efficiency in distributed databases or systems based on the MapReduce paradigm. Purpose: To develop a
method to accelerate the integration of datasets in distributed systems. Results: The architecture of Apache Spark, features of distributed
computing based on MapReduce are examined, typical methods of joining datasets are analyzed, and the main ways to speed up the
operation of joining data are considered. We propose a method to speed up a special case of joins implemented in Apache Spark with the use
of partitioning and partial transfer of datasets to cluster computing nodes. The method is realized to simultaneously harness the benefits
of merge and broadcast joins. The presented experimental data demonstrate that the larger the volume of input data the more efficiently
the method speeds up the operation of joining data in comparison with standard methods. Thus, for 2 TB compressed data, acceleration up
to ~37% was obtained in comparison with standard Spark SQL.
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